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Abstract-- The information gathered by sources during counter 

insurgency (COIN) operations can be classified into two types. 

The data gathered by humans and recorded in the textual 

format such as field reports is referred to as soft data. Data 

gathered with the help of physical sensors such as video 

cameras, LIDAR, acoustic sensors, etc. is referred to as hard 

data. To process this information, various hard and soft 

processing techniques are used, which convert these data into 

relational graphs. Many times this hard and soft data contains 

duplicate references of the same entities, events and 

relationships, caused by multiple sources reporting on the 

same entity, event or relationship or due to successive reports 

on an entity, event or relationship. The role of data association 

is to identify these duplicate references across the different 

observations and merge them into fused (cumulative) evidence.  

This cumulative evidence will contain more information about 

the real world than offered by any single observation. We want 

the cumulative evidence to describe the real world as 

accurately as possible, so as to draw satisfactory conclusions on 

the state of the real world. This calls for development of an 

objective strategy for evaluating the performance of data 

association processes. In this paper, we describe in detail the 

testing and evaluation strategy developed for this task. This 

strategy was deployed for the evaluation of three different data 

association algorithms on the Sunni Criminal (SUN) Thread of 

the Synthetic Counterinsurgency (SYNCOIN) dataset. The 

SUN thread consists of 114 soft messages and 13 hard 

messages. This test and evaluation strategy can also help in 

selecting the best data association algorithm to deploy based on 

the different properties of the input dataset and processing 

time permissible.  

Keywords-Data Association, Test and Evaluation, Hard-Soft 

Fusion, Entity Resolution, Deduplication. 

I. INTRODUCTION 

Counterinsurgency (or COIN) operations are defined as 
military, paramilitary, political, economic, psychological, 
and civic actions taken by a government to defeat 
insurgency. COIN operations rely heavily on the data 
obtained from the field of operation for estimating the 

“essential elements of information (EEIs),” and for 
determining the course of action. Data are gathered by 
different sources in different formats. For example, the data 
gathered by human observers in the form of field reports, 
notes, journals etc., contains structured or unstructured 
natural language, which is also called soft data. On the other 
hand, the data gathered by human operated or automated 
physical sensors, such as cameras, LIDAR, acoustic sensors, 
is called hard data. These data usually contain references to 
entities and their relationships, describing various attributes 
of each. These data form the basis for sense-making and 
situational awareness purposes, enabling a better 
understanding of the state of the real world.  

Many times, multiple references in the observed data 
represent the same real world entity. This duplication might 
stem from additions to the data over time, typographical 
errors, or multiple data entries. These duplicate references 
potentially limit the efficiency of the database and might 
cause problems like incorrect information retrieval and 
wasted storage space. The role of data association is to 
identify and merge the references which correspond to the 
same real world entity, forming fused (cumulative) 
evidence. This cumulative evidence will contain more 
information about the real world entities than offered by any 
single observation and it can be used in sense-making tasks, 
to build hypotheses or draw conclusions on the current state 
of the real world. 

The cumulative evidence obtained from the data 
association task needs to be evaluated in fair and objective 
manner, in order to make sure that it correctly reflects the 
state of the real world. Additionally, this evaluation of the 
cumulative evidence needs to be accomplished with minimal 
human intervention, so as to make this task more efficient. 
This paper focuses on the development of such an evaluation 
strategy for the data association task, which is a part of the 
Fusion architecture [1] developed for our research program. 
For the demonstration of our methodology, we have used the 
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Sunni Criminal Thread (SUN) of SYNCOIN developed by 
[2] which is described in Section II. 

The rest of the paper is organized as follows. In Section 
II we give an overview of the hard and soft message sets 
used in this research. In Section III we describe the data 
association process, and the different data association 
models/algorithms. In Sections IV and V, we describe our 
evaluation methodology and the ways in which it can be 
automated. In Section VI we present the test results of the 
evaluation methodology deployed on three data association 
algorithms. Finally in Section VII, we conclude with a 
summary and future research directions. 

II. SYNCOIN MESSAGE SET 

A synthetic COIN inspired dataset (SYNCOIN) [2] was 
developed under the MURI research program [3]. It includes 
595 messages (“soft data”) and synthetic physical sensor data 
(“hard data”). The data set is divided into six threads of 
parallel activity. In this paper we are concentrating on the 
Sunni Criminal Thread (SUN).  

A. Soft Message Set 

The soft data in SUN consists of 114 short text 
messages, which are either field reports or information 
gathered from informants. The theme of this dataset 
revolves around a criminal group based in Rashid; and one 
of their members Dhanun Ahmad Mahmud (DAM), who 
has been converted into an informant.  The text messages 
depict the events and networks involving the various entities 
during the COIN operations, which take place in and around 
Baghdad, Iraq. 

For the purposes of data association and other 
downstream analytical processes, the text messages are first 
processed using the natural language processing tool called 
Tractor [4]. Tractor recognizes the entities, events and 
relationships

1
 from the messages, performs within message 

co-referencing, and outputs propositional graphs. The 
propositional graphs are then converted into attributed 
graphs, in which entities are represented as nodes, while the 
relationships between these entities are represented as 
edges. Each node and edge has some extra information 
associated with them, e.g. age, weight, height, etc., which 
are represented as attributes. As we will see in Section III, 
the attributes play an important role in scoring for data 
association. 

B. Hard Message Set 

The hard data in SUN consists of 13 video feeds that are 
obtained using video cameras and LIDAR sensors. These 
video feeds complement the events occurring in one or more 
soft messages. Some of the video feeds were simulated with 
the help of human actors to match a particular soft message 

                                                           
1
 Here onwards, we will use the common term entities to 

represent persons, events, vehicles, and other objects, for the 

sake of brevity. 

scenario. Other videos were extracted from the VIRAT [5] 
dataset of the DARPA VIRAT program. 

These hard messages are processed using machine 
learning-based detection and tracking algorithms, which 
divide a video into several still frames and detect/annotate 
the entities in each frame by drawing a bounding box 
around them. The hard data processing engines also convert 
the videos into attributed graphs, in which entities are 
represented as nodes and their interactions are represented 
as edges. 

III. DATA ASSOCIATION 

A. Scoring for Data Association 

As discussed in the previous section, both the hard and 
soft messages are converted into relational attributed graphs, 
which are used as input to data association. The first step of 
data association is to measure the similarity between pairs of 
nodes (or edges) in the input dataset. Given these similarity 
values (or scores), data association tries to cluster (or 
associate) the nodes/edges which are highly similar. These 
similarity scores are calculated using a similarity function, 
which provides a positive score if two elements are similar; 
and a negative score if two elements are dissimilar. The 
absolute value of the similarity score is an indication of the 
strength of similarity or dissimilarity between a certain 
node/edge pair. We will briefly describe the scoring 
methodology used in our application. The scoring process is 
divided into two parts: blocking and feature based scoring, 
as discussed below. 

1) Blocking 

For calculating the scores between the various 
nodes/edges, we need to conduct a pairwise comparison and 
execute the scoring function on each pair. In a graph with 
modest size there are O(n

2
) pairs of nodes (or edges), and 

scoring each pair is asymptotically prohibitive even when 
utilizing a relatively efficient scoring function. Therefore, 
we need to use blocking or filtering techniques to avoid 
scoring the element pairs which are likely to have very low 
scores. Blocking is the process of selecting the candidates 
for scoring, based on some higher level criteria. If a 
particular node or edge pair meets these criteria, they are 
scored using the scoring function; otherwise they are not 
included in the association problem, thereby reducing the 
size of the association instances. We have used the “type” 
attribute of a node, as the blocking criterion. For example, 
only a node of the type “person” will be scored with another 
node of the type “person,” and not with a node of the type 
“location.” This way we can disregard many of the node 
pairs and significantly reduce the runtime of the scoring 
process. Currently in our application, edges do not possess 
such higher level criteria for blocking and therefore, all the 
edge pairs are considered for scoring. 

2) Feature Based Scoring 

Once particular node/edge pairs pass the blocking 
criteria, their similarity score is calculated by comparing the 
values of their various attributes. Depending on the type, 



each node (or edge) may have a specific set of attributes. 
For example, the attribute set of a “person” node typically 
contains type, name, sex, religion, race, age, height, and 
weight. This set is sometimes referred to as the feature 
vector of the node (or edge). Some of the features from the 
feature vector have textual values (e.g. type, name, race, 
etc.), while others have numerical values (e.g. age, height, 
weight, etc.). The values of the like features are compared 
using a feature specific scoring function and a feature level 
similarity score is generated. For scoring the textual 
features, we have used the various string similarity functions 
including Levenshtein distance [6] and semantic similarity 
calculation within the WorldNet Similarity Library [7]. 
Numerical features are scored using direct comparison.  The 
total similarity score between a node/edge pair is calculated 
as the weighted sum of individual feature scores. The 
feature weights are obtained by training a logistic regression 
model on the feature scores for a separate training dataset, 
with an objective of maximizing the F-score (see Section 
IV.B). The training model also determines the scores for 
missing feature values.  

We would like to point out that in our application, we 
allow for uncertainty in the values of the numerical 
attributes, which is often the case in the real life 
observations. For example, while describing height of a 
person, the observer might note it down as “about 6 feet” or 
“very tall.” This ambiguity in the attribute values is captured 
and quantified using a process called uncertainty alignment 
[8], [9], in which the ambiguous attribute values are 
modeled using probabilistic or possibilistic distribution 
functions. The similarity score for such attributes is 
calculated as a function of the probability values obtained 
from the respective distributions. The uncertainty alignment 
task is performed on the attributed graphs just before the 
scoring process. 

B. Data Association: Formulations and Algorithms 

Given a set of relational attributed graphs; and the 
similarity scores between pairs of nodes and pairs of edges, 
data association tries to maximize the total similarity score 
by clustering (or associating) the similar nodes/edges across 
the input graphs. The attributes of the associated nodes (or 
edges) are fused (merged), to produce a “cumulative data 
graph” (CDG), representing cumulative situational 
evidence.  

The data association problem can be modeled as a graph 
association problem (GA

N
) [10], which is a generalization 

of the multi-dimensional assignment problem. An integer 
programming (IP) formulation for the GA

N
 was studied by 

[11]. The formulation has four types of constraints: node 
association, node transitivity, edge association, and edge 
transitivity. The authors proved that GA

N
 is in fact a 

generalization of the quadratic assignment problem (QAP), 
which is an NP-hard problem. Therefore, no existing 
polynomial time algorithm can solve this problem optimally 
within a guaranteed time limit, and we have to rely on 
efficient heuristics, which can provide good enough 
solutions in permissible time limit. For this purpose, the 

authors developed a Lagrangian heuristic, which obtains 
better and better solutions in an iterative fashion until a 
provably optimal solution is found, a pre-determined 
optimality gap is achieved, or the permissible time limit has 
been exceeded. The authors found that this algorithm was 
able to solve small and medium sized data association 
problems within 3% of the optimality.  

The IP formulation of the GA
N
 contains a large number 

of constraints and variables, even for small or medium sized 
graphs. If the number of graphs or the numbers of 
nodes/edges in each graph are sufficiently large, then the 
above mentioned procedure can become extremely time 
consuming. Therefore a new method needed to be 
developed which could potentially divide the work into 
multiple processors and alleviate the computational burden. 
The GA

N
 formulation is quite complex in the sense that it is 

not conducive to parallelization. To address this problem, 
the authors [12] studied a relaxed version of the data 
association formulation, called multi-dimensional 
assignment problem with decomposable costs (MDADC) 
[13], in which the edge association and edge transitivity 
constraints were removed. This problem is easier to 
parallelize than GA

N
, due to the absence of the complicating 

edge constraints. The authors also developed a parallel 
version of the Lagrangian heuristic, which was implemented 
using the Map/Reduce programming architecture. This 
algorithm showed significantly faster runtimes and good 
scalability behavior for problems containing up to 30,000 
nodes. 

The two formulations described above rely on the fact 
that the input data is static and all the data points are 
available at the runtime. However, this assumption might 
not hold for the data obtained from the real world, which 
could be frequently changing. These changes might 
correspond to addition of new entities into the dataset or 
modifications in the attributes of the existing entities. This 
dynamism could potentially pose a question to the verity of 
the cumulative evidence that was obtained in the previous 
state of the system, unless the changes are propagated into 
the cumulative evidence. One approach to deal with this 
problem is to re-execute one of the above data association 
algorithms on the entire dataset for the current state. 
However, this approach can be extremely inefficient over a 
long enough time horizon, as the dataset can become 
extremely large. For this reason, [14] modeled this problem 
as a clique partitioning problem (CPP) [15], [16], by further 
removing the node association constraints in the MDADC 
formulation. The CPP formulation only contains the node 
transitivity constraints. Based on this formulation, the 
authors developed a new sequential algorithm which can 
handle new additions to the data as well as incremental 
changes to the existing data over a period of time. The 
algorithm was tested on synthetic as well as real world 
datasets and it was shown to provide much better results as 
compared to other competing algorithms/heuristics. 

One of the objectives of this paper is to compare the 
performance of the three aforementioned formulations and 



the associated algorithms on a common dataset, using 
evaluation methodology. As we will see in Section VI, this 
comparison can provide significant insights into the 
strengths and weaknesses of each of the 
formulations/algorithms on the real world datasets.  

IV. EVALUATION 

In this section, we will describe the evaluation 
methodology that we developed for gauging the 
performance of data association. The evaluation 
methodology is divided into two main parts: ground truth 
development and evaluation algorithm. We will describe 
them in detail in the following sections. 

A. Ground Truth Development 

Development of the ground truth is a key step for 
evaluating the performance of any data association 
algorithm. The ground truth is typically prepared by one or 
more human analysts and it represents the answer key to the 
data association solution, against which the association 
algorithm is graded. We will explain the ground truth 
formats used for both the hard and soft data.  

1) Soft Ground Truth 

The soft ground truth is made up of two lists: (1) list of 
“unique entities” and (2) list of “observed entities.” In the 
“unique entities” list, the entities appearing in all of the soft 
messages are listed and a unique entity identifier (UID) is 
assigned to each one of them. In “observed entities” list, all 
the mentions of a particular unique entity are listed under 
the specific UID, along with the message number in which 
they were observed. For preparing the soft ground truth, 
each text message is carefully read and understood by the 
analyst, and all the entities are identified along with their 
types (e.g. person, location, organization, etc.). For each of 
the identified entities, it is determined whether that entity is 
being encountered for the first time or it has been 
encountered before, in some previous text message. If the 
entity is encountered for the first time it is added to the 
“unique” list with a new UID; and since it also counts as a 
mention, it is added to the “observed” list, under the same 
UID. Any subsequent mentions of that entity are added to 
the “observed” list, under the UID of that entity. In addition 
to the entity names, the analyst also records the pedigree 
information of the observed entity, which contains the 
starting character position and the total number of characters 
in the textual description of that particular observation. As 
explained in Section V, the pedigree information will serve 
an important role in automating the evaluation process.  

An example of the soft ground truth is shown in Figures 
1 and 2. Within the SUN message set there are 140 
multiply-mentioned entities, with a total of 1,024 mentions 
across the 114 soft messages. 

2) Hard Ground Truth 

The hard data ground truth consists of the entities (e.g. 
persons and vehicles) within the visual data source (video) 
and information regarding the bounding boxes of those 

entities, within different frames of the video (Figure  3). 
This bounding box information is preserved across each 
frame of the video, creating a ground truth bounding box 
track. The research on incorporating this type of ground 
truth into the data association evaluation framework is still 
ongoing, and we have not used this type of ground truth in 
evaluating data association performance. 

 

Figure 1. Soft Ground Truth: Unique entities. 

 
Figure 2. Soft Ground Truth: Observed entities. 

 

 

Figure 3. Hard data bounding box ground truth example 

For the purposes of the current paper, we have created a 
simpler version of the ground truth for the hard messages, in 
which entities are considered at the message level, rather 
than frame or bounding box level. For each video from the 
hard message set, the unique and observed entities are 
identified and listed in a similar fashion as in the soft 
ground truth. Additionally, the hard messages are compared 
to each of the soft messages, for detecting cross-modality 
commonalities. If the analyst deduces that a hard message 



corresponds to a particular soft message, then the individual 
entities are compared and appropriate names and UIDs from 
the soft ground truth are assigned to them. 

Within the SUN message set there are 30 multiply-
mentioned entities, with a total of 42 mentions across the 13 
hard messages.  

B. Evaluation Metrics 

By executing one of the data association algorithms on 
the hard and soft input data, we obtain a cumulative data 
graph (CDG). We programmatically compare this CDG 
with the ground truth and count three types of entity pairs: 
(a) correctly associated, which contains node pairs that are 
merged in the CDG and have the same UID in the ground 
truth; (b) incorrectly associated, which contains node pairs 
that are merged in the CDG but do not have the same UID 
in the ground truth; and (c) incorrectly not associated which 
contains node pairs that are not merged in the CDG but have 
the same UID in the ground truth. After programmatically 
obtaining these counts, we use the following three metrics to 
quantify the performance of data association: 

 Precision: This is the ratio of correctly associated 
entity pairs to the total number of associated entity 

pairs (i.e. ). This value lies between 0 and 1. 

 Recall: This is the ratio of correctly associated 
entity pairs to the total number of correctly 
associated and incorrectly not associated entity 

pairs (i.e. ). This value also lies between 0 and 

1. 

 F-score: This is the harmonic mean of the 
Precision and Recall values, i.e. 

(
                  

                
). 

Together, the Precision, Recall, and F-score represent 
the accuracy of the algorithmically obtained association 
results, with higher values typically indicate greater 
accuracy. Precision and Recall are often competing with 
each other, i.e. that if we configure the algorithm to 
maximize the Precision, then it might produce poor value 
for the Recall. For this reason the algorithms in general are 
configured to maximize the F-score, which tries to strike a 
balance between the Precision and Recall. 

Even though the calculation of the above metrics seems 
simple enough, the CDG obtained from the SUN message 
set contains approximately 1,700 nodes and 2,400 edges. 
Also, the ground truth contains 1,024 observations. 
Therefore, manual counting of the correct and incorrect 
associations is extremely cumbersome. For this reason, we 
have developed an application, which counts these numbers 
and calculates the performance metrics for the given set of 
messages and the corresponding CDG. We will explain the 
workings of this application, in the next section. 

V. AUTOMATING SOFT+SOFT EVALUATION 

A. Pedigree Records 

The pedigree record for an entity/relationship is a tuple 
of three integers, which is used for recording the exact 
location of that entity in a particular text message. A 
pedigree record is composed of the message number 
containing that particular entity mention, and the starting 
character position and the number of characters in its textual 
description. For example, the entity “Dhanun Ahmad 
Mahmud” is mentioned in message 59, starting at character 
position 121, and it is 19 characters long. So the pedigree 
record tuple for this particular entity will be <<<59, 121, 
19>>>. The pedigree records for the entities in the text 
messages are automatically added during the natural 
language processing task and retained throughout data 
association and other downstream processes. 

Recall that during the development of the ground truth, 
the analyst records the pedigree information for all the entity 
mentions. Also, during the data association process, the 
pedigree records of the associated entities are merged along 
with other attributes. Therefore, we can programmatically 
compare the pedigree information of the merged nodes with 
the pedigree information recorded in the ground truth to 
obtain the pertinent counts of correctly and incorrectly 
merged entities, and then calculate the Precision, Recall and 
F-score. To this end, we will explain the procedure for this 
automatic evaluation of the CDG. 

B. Evaluation Algorithm 

1. Initially, all the pedigree records are extracted from 
the CDG and also from the ground truth document, 
into two separate lists. 

2. From the CDG pedigree record list, those instances 
are removed in which the character string is 
subsumed by a longer character string of some 
other pedigree record, present within a common 
graph element of the same message.  For example, 
consider the two mentions “Dhanun Ahmad 
Mahmud” <<<59, 121, 19>>>, and “Ahmad” 
<<<59, 128, 5>>>. Both mentions are from the 
same message 59; represent the same entity; and 
the latter is subsumed by the former. In this case, 
pedigree record <<<59, 128, 5>>> is removed 
from the list. This step is necessary to avoid 
multiple counts of the same entity and potential 
inflation of the Recall value. 

3. Next, the CDG pedigree records are compared with 
those from the ground truth and they are retained 
only if there is a partial or complete overlap with 
one of the pedigree records in the ground truth; 
otherwise they are removed. The surviving 
pedigree records represent the CDG entities that 
have a corresponding entity in the ground truth, 
and only those entities are considered for 
evaluation. 

4. Next, two types of identifiers: EID and UID, are 
determined for each of the surviving pedigree 
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records. EID is the ID of the CDG node which 
contains that pedigree record. UID is same as that 
of the corresponding ground truth entity, which can 
be obtained during the execution of Step 3. 

5. For each pair of pedigree records, the respective 
values of EID and UID are compared with each 
other to determine whether they are correctly 
associated or not, and the appropriate counts “a,” 
“b,” or “c,” (from Section IV.B) are incremented. 
Assuming that (EID1, UID1) and (EID2, UID2) are 
the identifiers for a pair of pedigree records (PR1, 
PR2), then TABLE 1 lists the various conditions 
and the associated inferences about the correct and 
incorrect association of the corresponding entities. 

TABLE 1. IDENTIFIER VALUES AND INFERENCES. 

Label Values Inference 

EID1 = EID2 UID1 = UID2 
Correctly associated 

(a := a + 1) 

EID1 = EID2 UID1 ≠ UID2 
Incorrectly associated 

(b := b + 1) 

EID1 ≠ EID2 UID1 = UID2 
Incorrectly not associated 

(c := c + 1) 

EID1 ≠ EID2 UID1 ≠ UID2 Correctly not associated 

 

6. Next, all the pedigree records extracted from the 
ground truth which do not have a corresponding 
pedigree record in the CDG and the corresponding 
unique entities/mentions are identified. These 
represent the entities that should have been 
associated but they are not, because of the missing 
pedigree information in the propositional graphs. 
The pairs of mentions for each of those entities are 
counted and then added to the “incorrectly not 
associated” count (or “c” from Section IV.B).  

7. Finally, the Precision, Recall and F-score are 
calculated using the counts obtained above. 

We would like to point out that there are a few caveats 
in this procedure. First of all, the ground truth only contains 
the mentions of entities, and not the relationships. 
Therefore, the performance metrics cannot judge the 
accuracy of edge association, especially in the GA

N
 

formulation. Secondly, there are several imprecisions 
stemming from the natural language processing step, such as 
incorrect entity types, and incorrect within message co-
referencing. These could cause some imprecision in 
counting the correctly and incorrectly associated entity 
pairs. Some of these issues can be tackled using the type 
restricted evaluation, as explained in the next section; while 
others are not so easy to deal with. We will see in Section 
VI that modeling data association as clique partitioning 
problem (CPP) and solving it using the Streaming Entity 
Resolution algorithm [14] can help recover some of the 
errors caused due to missing within message co-references, 
which potentially improves the F-score. 

C. Type Restricted Evaluation 

During the natural language processing step performed 
by Tractor, some of the entities could be assigned an 
incorrect type, as compared to the true type identified in the 
ground truth document. This imprecision may result in 
improper data association gating, reflected by missed or 
incorrect associations in the data association results. For an 
example, assume that one of the messages contains a 
mention of the city named “Rashid,” which has the type 
“Location.” In some other message, there is a “Person” 
entity with the same name “Rashid.” If, during NLP step, 
the type of the former entity is incorrectly identified as 
“Person,” then data association might merge the two entities 
into a single entity; resulting in a wrong conclusion, and 
decreased Precision and F-score (a similar example can be 
provided for Recall). Therefore, to calculate the true 
Precision and Recall of data association, we need to 
disregard the entities which are incorrectly associated/not 
associated due to the type identification errors in the NLP. 
For this purpose, we developed the method of type restricted 
evaluation, which can be described as follows:  

1. Initially, for the CDG pedigree record pair under 
comparison, we identify the corresponding soft 
message entities and the ground truth entities; and 
obtain their respective types.  

2. If the two entities are incorrectly associated (or 
incorrectly not associated), we increment the 
counts “b” (respectively count “c” from Section 
IV.B), if and only if, at least one of the following 
two conditions holds:  
i. The “types” of both the entities are properly 

identified and they match with the “types” of 
the corresponding ground truth entities. 

ii. The “type” of only one of the entities is 
properly identified and it matches with the 
“type” of the corresponding ground truth entity; 
while the “type” of the other entity is missing, 
both in the message as well as in the ground 
truth. 

3. For the evaluation to be fair, we also disregard the 
correct associations which overcame the incorrect 
type identification. For two entities which are 
correctly associated, we increment the count “a” 
(from Section IV.B), if and only if at least one of 
the conditions (i) or (ii) stated above hold. This 
prevents the unfair inflation of the Precision, 
Recall, and F-score. 

In this way, the effect of incorrect type identification can 
be nullified and the Precision, Recall, and F-score of the 
data association solution can be potentially improved, using 
type restricted evaluation.  

VI. TESTING 

We tested our evaluation strategy on the three data 
association formulations and corresponding algorithms: 
sequential Lagrangian heuristic for GA

N
, Map/Reduce 

Lagrangian heuristic for MDADC and streaming entity 



resolution algorithm for CPP, and compared their accuracy 
and computing time. The evaluation procedure and the data 
association algorithms were coded in Java and executed on 
Intel Core 2 Duo processor, with 3 GHz clock speed and 4 
GB RAM. The statistics related to the evaluation engine are 
presented in TABLES 2 and 3. Overall 46,030 pairs of 
pedigree records were compared during the evaluation 
process, out of which 1,302 are within-message pairs and 
44,728 are between-message pairs. We can see that the 
pedigree record counts in type restricted evaluation are 
smaller than those in the unrestricted evaluation, which 
results in higher Precision, Recall, and F-score, as expected.  

 

 

TABLE 2. EVALUATION STATISTICS FOR SEQUENTIAL GAN. 

Evaluation 

Mode 

Correctly 

Associated 

Incorrectly 

Associated 

Incorrectly Not 

Associated 

Unrestricted 29,492 2,682 12,554 

Type 

Restricted 
29,349 2,382 8,836 

 

TABLE 3. EVALUATION STATISTICS BY ENTITY TYPE FOR 
SEQUENTIAL GAN. 

Type 
Correctly 

Associated 

Incorrectly 

Associated 

Incorrectly Not 

Associated 

Person 27,736 1,941 7,612 

Location 321 164 442 

Organization 1,351 561 1,080 

Vehicle 8 0 6 

Un-typed 77 16 3,414 

 

The computational results for data association are 
presented in TABLE 4. The Precision, Recall and F-score in 
the table represent the accuracy of the association (we have 
used the type restricted counts for calculating these metrics). 
Higher values typically indicate greater accuracy. Note that 
in our previous article [1], we had compared the first two 
formulations, which had higher Recall values than those 
reported here, due to absence of hard messages. These 
metrics are likely to improve in the future, as our hard data 
processing techniques mature, providing richer information 
for hard+soft and hard+hard association. 

TABLE 4. COMPUTATIONAL RESULTS FOR DATA ASSOCIATION. 

No. Procedure Precision Recall 
F-

Score 

Computing Time 

(seconds) 

1 
GAN 

(Sequential) 
0.925 0.769 0.839 794 

2 MDADC (MR) 0.938 0.772 0.847 65 

3 
CPP 

(Streaming) 
0.915 0.796 0.851 

1,312 

(10 s / graph update) 

 

Since the GA
N
 formulation is tighter than MDADC and 

the MDADC formulation is tighter than CPP, the accuracy of 
GA

N 
should have been greater than MDADC and the 

accuracy of MDADC should have been greater than CPP. 
However, the results obtained from the computational 
experiments do not seem to follow this reasoning. The 
reason behind these counter-intuitive results can be 
explained as follows. As mentioned before, the within 
message co-referencing is performed by Tractor. Therefore 
the main assumption of GA

N
 and MDADC models is that 

there are no duplicate references within a particular message. 
If Tractor were to miss any of the within message co-
references, then this imprecision is propagated in the data 
association results. The CPP formulation does not assume 
the absence of duplicate references within a particular 
message. Therefore the CPP formulation associates more 
node pairs as compared to MDADC and GA

N
, which makes 

its Recall the highest. The MDADC formulation does not 
have the complicating edge-association constraints, which 
could prevent some nodes from being associated, making its 
Recall the second highest. The most constrained GA

N
 

formulation takes the third place. If the input data to the GA
N
 

is clean (no ambiguity in similarity scores and no duplicate 
references within same message), then it will likely 
outperform the MDADC and CPP formulations in terms of 
accuracy. 

The sequential Lagrangian procedure for GA
N
 

formulation takes the second longest time to solve due to the 
complexity of the model. The Map/Reduce Lagrangian 
procedure for MDADC requires much less time to solve, 
because multiple processors share the computational burden. 
If the data size is large, the sequential Lagrangian heuristic 
for GA

N
 will prove to be a bottleneck. On the other hand, 

MDADC formulation solved using Map/Reduce will provide 
a quick and reasonably accurate solution and it can be easily 
applied to large sized problems given the necessary 
hardware. The cumulative time required for Streaming Entity 
Resolution algorithm, is the longest. However it translates 
into an average of 10 seconds per graph update, which is 
better than re-solving the data association problem on the 
entire dataset using one of the batch algorithms.  

VII. CONCLUSIONS AND FUTURE RESEARCH 

In this paper, we discussed the role of data association 
within the context of hard+soft information fusion, and the 
need for evaluating its performance in an objective manner. 
We presented an evaluation methodology which can 
quantify the performance of a data association algorithm, 
with minimal human intervention. We tested our 
methodology on three data association algorithms using a 
Synthetic COIN inspired dataset and compared their 
performances in terms of association accuracy and 
computation times. We showed that this evaluation can 
provide significant insight into the strength and weaknesses 
of each formulation/algorithm.  

One of the directions for future research is to develop a 
better ground truthing and evaluation procedure for 
hard+soft and hard+hard data association, utilizing the 



frame and bounding box information associated with the 
hard messages. This will potentially improve the 
faithfulness of the cumulative evidence in describing the 
real world.   
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